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Abstract: The pragmatic encroachment debate seems to have reached an impasse. While recent 
contributions to the debate cast doubt on the best arguments for pragmatism, other contributions to the 
debate undermine the standard reasons for accepting purism. This balance of considerations suggests that 
we should be agnostic about pragmatic encroachment, accepting neither pragmatism nor purism, since 
both sides have failed to motivate their view. In this paper, I agree that both sides have failed to motivate 
their view, but argue that we should not be agnostic about pragmatic encroachment, since both sides have 
overlooked a compelling argument for pragmatism. After providing a brief overview of the debate and 
outlining the reasons for thinking that both sides have failed to motivate their view, I give a new 
argument for pragmatism and show what purists must do to resist it. This argument, I conclude, leaves 
purists with a significant explanatory burden that pragmatists lack—one that it is doubtful they can 
discharge.  

1. The Current State of the Debate 

Pragmatists disagree with purists about the relationship between knowledge and practical 
interests. By ‘pragmatists,’ I mean people who think knowledge depends at least in part 
on our practical interests, in the sense familiar from Fantl and McGrath (2002), 
Hawthorne (2004), Stanley (2005), and others.1 By ‘purists,’ I mean people who accept 
the negation of this view. If purism is true, knowledge does not depend in any interesting 
way on our practical interests.2 The literature contains two kinds of arguments for 
pragmatism: principle-based arguments and intuition-based arguments.3 By ‘principle-
based arguments,’ I mean arguments that attempt to derive pragmatism from principles 
like KJ and KA, below.  

(KJ) S knows that p only if p is warranted enough to justify her in φ-ing, for 
any value of ‘φ.’ (Fantl and McGrath 2009: 66) 

(KA) S knows that p only if she could rationally act as if p. (Ross and Schroeder 
2014: 262)  

                                                             
* Draft of 7/14/16. Please do not cite or circulate without permission.  
1 Other important defenses of pragmatism include Ganson 2008, Fantl and McGrath 2009, Weatherson 2012, 
Schroeder 2012, Ross and Schroeder 2014, and others. 
2 See, for example, Brown 2008, Lackey 2010, and Reed 2010 for defenses of the view I am calling ‘purism.’  
3 Cf. Roeber 2016.  
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In contrast to principle-based arguments, intuition-based arguments do not proceed by 
motivating some principle like KJ or KA and then showing how pragmatism follows if 
this principle is true. By ‘intuition-based arguments,’ I mean arguments that offer 
pragmatism as the best explanation of our intuitive reactions to pairs of cases that differ 
with respect to the subject’s practical interests, but do not differ with respect to the 
strength of the subject’s epistemic position. Jason Stanley’s (2005) intuition-based 
argument is the central example. This argument involves a person named ‘Hannah’ who 
seems to say something true by uttering the sentence ‘I know that the bank will be open’ 
in the case that Stanley calls ‘Low Stakes,’ and then seems to say something true by 
uttering the sentence ‘I don’t know that the bank will be open’ in the case he calls ‘High 
Stakes.’ Since Hannah’s practical interests change between Low Stakes and High Stakes 
while the strength of her epistemic position with respect to the proposition that the bank 
will be open does not, Stanley offers pragmatism as the best explanation of our intuition 
that Hannah says something true in both Low Stakes and High Stakes.  

Purists have raised powerful objections to both kinds of argument. Stanley’s intuition-
based argument faces two important challenges. First, recent results in experimental 
philosophy suggest that it is not intuitive that Hannah says something true in High 
Stakes—or at least that the relevant people (the folk, presumably) lack this intuition.4 But 
if the relevant people lack this intuition, then there is nothing for pragmatism to explain. 
Second, even if the relevant people have the intuition that Hannah says something true 
in High Stakes, this intuition is arguably best explained in purist-friendly terms. The 
contextualist explanations forwarded by DeRose (1992, 2009), Cohen (1999, 2005), and 
others, the Gricean explanations forwarded by Rysiew (2001), Brown (2006), Reed 
(2013), and others, and the explanations in terms of missing belief forwarded by Bach 
(2005) and Nagel (2008, 2010) all provide purist-friendly explanations of our intuition 
that Hannah says something true in High Stakes. And as I point out elsewhere (2016: 18-
19), by changing just what Hannah says in High Stakes, we can illicit the intuition that she 
does know that the bank will be open in High Stakes. This suggests that our intuitions 
about High Stakes track what Hannah tells us about her knowledge rather than the 
relevant details of her practical interests. Since analogous challenges would face intuition-
based arguments built on other cases, the case for pragmatism currently rests on the 
principle-based arguments in the literature. But these arguments depend on principles 
like KJ and KA, and these principles seem susceptible to the counterexamples forwarded 
by Brown (2008), Reed (2010), Cohen (2012), Anderson (2015), myself (2016), and many 

                                                             
4 See, for example, Buckwalter 2010, May, Sinnott-Armstrong, Hull, and Zimmerman 2010, Feltz and 
Zarpentine 2010, Knobe and Schaffer 2012, Phelan 2014, and Buckwalter and Schaffer 2015. Though see 
Sripada and Stanley 2012.  
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others. With all of the relevant considerations in view, it is easy to doubt that anyone has 
produced a convincing argument for pragmatism.  

Why reject pragmatism, then? Why conclude that pragmatism is false, as opposed to 
merely suspending judgement about pragmatic encroachment? The standard reason for 
rejecting pragmatism is that it makes knowledge depend on truth-irrelevant factors.5 
According to purists, this consequence is both strongly counterintuitive and contrary to 
traditional epistemology. As Stephen Grimm points out (2011), even many pragmatists 
agree that, because pragmatism makes knowledge depend on truth-irrelevant factors, 
purism is the default position and pragmatists have the burden of proof:  

According to “orthodox” epistemology, it has recently been said, whether or not a true belief amounts 
to knowledge depends exclusively on truth-related factors: for example, on whether the true belief was 
formed in a reliable way, or was supported by good evidence, and so on. Jason Stanley (2005) refers to 
this as the “intellectualist” component of orthodox epistemology, and Jeremy Fantl and Matthew 
McGrath (2007 and forthcoming; cf. 2002) describe it as orthodox epistemology’s commitment to a 
“purely epistemic” account of knowledge—that is, an account of knowledge where only truth-related 
factors figure in whether or not a person knows. … [Pragmatism] is the view that whether a given true 
belief amounts to knowledge depends on the satisfaction of certain non-truth-related factors—in 
particular (it seems), it depends on whether or not the belief is appropriately responsive to the 
practical cost of being wrong. If its advocates are to be believed, [pragmatism] is therefore meant to 
be a radical departure from traditional epistemology. If the language of orthodoxy is indeed apt, it is 
supposed to be an epistemological heresy of some kind. (705-6, emphases Grimm’s) 

If pragmatism really is a heresy, and if nobody has produced a compelling argument for 
the view, then it seems that we should all be purists. But as Grimm goes on to argue, 
only certain versions of pragmatism constitute a radical departure from traditional 
epistemology, and as I point out elsewhere (forthcoming), knowledge plausibly depends 
on truth-irrelevant factors even if pragmatism is false. So there seems nothing heretical or 
otherwise controversial about the claim that knowledge depends on truth-irrelevant 
factors, and it is no strike against pragmatism that it makes knowledge depend on truth-
irrelevant factors. But this suggests that the standard reasons for accepting pragmatism 
and the standard reasons for rejecting it are both unconvincing. As a result, it is unclear 
what motivates either response, and the pragmatic encroachment debate seems stuck in 
an impasse, where neither side has a compelling argument for its view.  

Is there any way forward? Assuming that both sides have indeed failed to motivate 
their view, is there any way to advance the debate? I think there is. In this paper, I 
present a new argument for pragmatism—one that avoids the pitfalls of both principle-
based arguments and intuition-based arguments. This argument develops an idea 

                                                             
5 See, for example, Stanley 2005 (p. 1), DeRose 2009 (p. 25), and Reed 2014 (p. 95). 
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suggested by Fantl and McGrath’s passing comment that “we care more about getting 
the best results than getting the best expected results” (2009: 81), which they use to 
block an objection to their argument for the principle they call “Safe Reasons,” which 
they employ in their argument for KJ, which is the main premise in their argument for 
pragmatism. As I hope will become clear, the idea suggested by Fantl and McGrath’s 
comment supports a much more direct and compelling argument for pragmatism—one 
that is not susceptible to the worries that plague Safe Reasons and the rest of the 
principles in the pragmatic encroachment literature.6  

2. The Argument from Actual Utility Maximization 

When pragmatists say that knowledge depends at least in part on our practical interests, 
they are not uttering the platitude that differences in our practical interests can entail 
differences in what we know about those practical interests. Rather, they are making the 
controversial claim that truth-irrelevant differences in our practical interests can entail 
differences in our knowledge. If this claim is right, there will be pairs of possible or 
actual cases that satisfy the following description: S knows that p in Case A but not Case 
B, even though Case B is identical to Case A except for some truth-irrelevant difference 
in S’s practical interests. Call pairs of possible or actual cases that satisfy this description 
‘encroachment cases.’7 Since pragmatism is the view that truth-irrelevant differences in 
our practical interests can entail differences in our knowledge, pragmatism is true just in 
case there is at least one pair of encroachment cases. Thus, pragmatism is logically 
equivalent to an existential claim. With this in mind, consider the following cases 
(adapted from Reed 2010), and assume that they are identical except for the stipulated 
differences in your practical interests. 

Case A: You are participating in a psychological study where the researcher asks 
you questions about ornithology—a subject with which you are well acquainted. 
For every correct answer you give, the researcher will reward you with a jellybean; 
for every incorrect answer, and every question left unanswered, you will get 
nothing. The first question is whether hawks are raptors. You know that the 
answer is ‘yes.’  

Case B: You are participating in a study exactly like the one in Case A, except in 
this study you know that you will be punished by an extremely painful electric 

                                                             
6 See, for example, Charity Anderson’s (forthcoming) arguments against Safe Reasons and KJ.  
7 Encroachment cases are a species of what I call ‘encroachment scenarios’ in Roeber 2016. Encroachment 
cases are just encroachment scenarios where practical interests are the truth-irrelevant factors in question.    
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shock each time you give an incorrect answer. Again, the first question is whether 
hawks are raptors. Though you remain convinced that the answerer is ‘yes,’ and 
while your epistemic position with respect to the proposition that hawks are 
raptors is just as strong in this case as it is in Case A, it would be irrational for 
you to answer the question, since the consequences for an incorrect answer are so 
severe.8  

These cases do not support pragmatism by evoking the intuition that you do not know 
that hawks are raptors in Case B, as would be required if pragmatists wanted to build an 
intuition-based argument on them. As Reed points out (p. 229), in a version of Case B 
where you tell the researcher, “I do know the answer to this one, though it is certainly 
not worth risking a shock,” many people would have the intuition that you do know that 
hawks are raptors. As a result, many people think Case B supports purism by giving us a 
counterexample to principles like KA and KJ.9 By adding further details to Case B, 
however, pragmatists can make it increasingly difficult to maintain that you know that 
hawks are raptors in Case B. Since they can add these details while honouring our 
assumption that Case B is identical to Case A except for the stipulated differences in 
your practical interests, they can make it increasingly plausible that Case A and Case B 
give us a pair of encroachment cases. And since pragmatism is true if there is a single pair 
of encroachment cases, they can make it increasingly plausible that pragmatism is true.  

In Case A and Case B, you understand the setup of the experiment. In both cases, you 
know what your options are, you know what consequences might follow from these 
options, and you know how to rank these consequences. Specifically, in both cases, you 
know that you have exactly three options: answering ‘yes,’ answering ‘no,’ and refraining 
from answering. In Case A, you know that, if hawks are raptors, then you will get a 
jellybean if you answer ‘yes,’ and you will get nothing if you answer ‘no’ or refrain from 
answering. In Case B, you know that, if hawks are raptors, then you will get a jellybean if 
you answer ‘yes,’ you will get a severe electric shock if you answer ‘no,’ and you will get 
nothing if you refrain from answering. So, in both cases, you know that, if hawks are 
raptors, then you will get a jellybean if you answer ‘yes,’ and you will get either nothing or 
                                                             
8 In Reed’s example, the researcher asks you whether Caesar was born in 100BC instead of whether hawks are 
raptors. I have altered the example because it is apparently a matter of genuine historical debate whether Caesar 
was born in 100BC. Notice also that, throughout, when I talk about the rationality of answering the question 
whether hawks are raptors, I will mean the practical rationality of an action (e.g., checking a box marked ‘yes’), 
not the epistemic rationality of your belief that hawks are raptors.   
9 See Brown 2012, for example, which argues that Case B gives us a counterexample to Weatherson’s (2012) 
principle according to which “It’s always right to model decision problems by including what the agent knows 
in the ‘ framework.’ That is, our decision tables should include what the agent knows about the payoffs in 
different states, and leave off any state the agent knows not to obtain” (p. 84). 
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an electric shock if you do not answer ‘yes.’ Finally, in both cases, you know that it 
would be better to get a jellybean than to get either nothing or an electric shock, and you 
know that these are the only relevant consequences of your options. So, in both cases, 
(1) is true.  

(1) You know that, if hawks are raptors, then answering ‘yes’ will have the 
best consequences of your options.  

This is all part of the intended reading of cases A and B. But we should be careful 
here. As Reed points out (p. 230), we might say that an action is best in order to convey 
that it has the highest expected utility of your options. This is important because, from the 
fact that hawks are raptors, it does not follow that answering ‘yes’ has the highest 
expected utility of your options. The expected utilities of your options depend (among 
other things) on the relevant probability that hawks are raptors, not the fact that hawks 
are raptors. 10  If this probability is too low (if, for example, you are insufficiently 
confident that hawks are raptors, or you have insufficient evidence that hawks are 
raptors), then answering ‘yes’ will not have the highest expected utility of your options 
even though hawks are raptors. Since you can’t know what isn’t true, it cannot be part of 
the correct understanding of Case B that you know that, if hawks are raptors, then 
answering ‘yes’ has the highest expected utility of your options.11  

What fact about cases A and B is (1) supposed to capture, then? Here we must 
distinguish between the expected utility of an action and its actual utility, where the actual 
utility of φ-ing will be the value of the consequences that will actually result from φ-ing. 
Suppose you toss a coin and bet me $1 that it landed tails. If I accept the bet and the 
coin landed tails, I lose $1 and neither gain nor lose anything else. If I accept the bet and 
the coin landed heads, I gain $1 and neither gain nor lose anything else. Finally, if I 
decline the bet, I neither gain nor lose anything at all. Now suppose the coin landed 
heads, but neither of us knows this yet. In this case, the expected utility of accepting the 
bet equals the probability of heads times $1, plus the probability of tails times –$1, which 
equals $0, assuming that heads and tails are equally probable. In contrast, because the 
coin did land heads, the actual utility of accepting the bet is exactly $1. In Case B, since 
hawks are raptors, the actual utility of answering ‘yes’ equals the value of receiving the 

                                                             
10 The relevant probability will presumably be either your subjective probability that hawks are raptors or some 
epistemic probability that they are. It will not be the objective probability that hawks are raptors.  
11 I am not here denying the conditional if you know that hawks are raptors, then answering ‘yes’ has the highest expected 
utility of your options (cf. Weatherson 2012). Instead, at this point, I am merely denying the conditional if hawks are 
raptors, then answering ‘yes’ has the highest expected utility of your options and pointing out that, because this conditional 
is false, you can’t know that it’s true.   
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jellybean, the actual utility of answering ‘no’ equals the value of receiving the electric 
shock, and the actual utility of refraining from answering equals the value of maintaining 
status quo. The conditional in (1)—according to which, if hawks are raptors, then 
answering ‘yes’ will have the best consequences of your options—is meant to have the 
same truth-conditions as the proposition that, if hawks are raptors, then answering ‘yes’ 
will have the highest actual utility of your options. It is part of the intended understanding 
of cases A and B that you know that this conditional is true.  

So far so good. Now let’s imagine pragmatists adding a detail to cases A and B. Let’s 
imagine that, in the versions of these cases that pragmatists want us to consider, the 
following claim is true:  

(C) After reading the first question and considering the setup of the 
experiment, you reason as follows: “If hawks are raptors, then answering 
‘yes’ will have the best consequences of my options. Hawks are raptors. 
So, answering ‘yes’ will have the best consequences of my options.” On 
the basis of this reasoning, you form the belief that answering ‘yes’ will 
have the best consequences of your options. 

Pragmatists can ask us to consider whatever cases they want us to consider, so, however 
we are inclined to interpret Reed’s original jellybean case, they can stipulate that (C) is 
true in cases A and B. With this in mind, consider (2) and (3), below.  

(2) If you know that hawks are raptors in Case B, and you know that, if 
hawks are raptors, then answering ‘yes’ will have the best consequences of 
your options in Case B, then you know that answering ‘yes’ will have the 
best consequences of your options in Case B.  

(3) If you know that hawks are raptors in Case B, then you know that 
answering ‘yes’ will have the best consequences of your options in Case B.  

Given that (1) is true, purists must either reject (2) or accept (3), since (1) and (2) jointly 
entail (3). Now, of course, (2) instantiates a principle that everyone should reject—
namely (2G), below.  

(2G) If S knows that p in c, and she knows that (p ⊃ q) in c, then she knows that 
q in c.  

The antecedent of (2G) neither entails that S believes that q, nor rules out the possibility 
that her belief that q has some basis other than her belief that (p ∧ (p ⊃ q)). So (2G) is 
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false. But false principles can have true instances, and (C) plus the details of Case B 
guarantees that the problems with (2G) do not infect (2). So, purists should be happy 
with (2). And since (1) and (2) jointly entail (3), purists seem committed to (3). Now 
consider (4), below.  

(4) If you know that answering ‘yes’ will have the best consequences of your 
options in Case B, then you can rationally answer ‘yes’ in Case B.  

If (4) is true, pragmatists can show that, while you know that hawks are raptors in Case 
A, you do not know this in Case B.  

I find (4) plausible, at least on the intended reading of Case B. In fact, I am inclined to 
say something stronger: if you know that answering ‘yes’ will have the best consequences 
of your options in Case B, you are not just rationally permitted to answer ‘yes’ in Case B, 
but rationally required to answer ‘yes’ in Case B. So, I think we should accept (4). Before 
pragmatists can rely on (4) to motivate their view, however, they must head off an 
objection suggested by Brown (2012), Reed (2010, 2013), and other purists. According to 
this objection, pragmatism is false unless fallibilism is true, but fallibilist knowledge does 
not require certainty. Thus, just as you might know that hawks are raptors without being 
certain that hawks are raptors, you might know that answering ‘yes’ will have the best 
consequences of your options even though you cannot be certain that answering ‘yes’ 
will have the best consequences of your options. Because the potential costs of a mistake 
in Case B are so high, however, answering ‘yes’ will not maximize expected utility unless 
you can be certain that answering ‘yes’ will have the best consequences of your options. 
Since rationality requires that you maximize expected utility, you are rationally required 
to refrain from answering, even though you know that answering ‘yes’ will have the best 
consequences of your options. Given the truth of fallibilism, it is therefore clear how you 
might know that answering ‘yes’ will have the best consequences of your options in Case 
B, even though you cannot rationally answer ‘yes’ in Case B. Since, intuitively, you do 
know that hawks are raptors in Case B, and since this makes it hard to deny that you also 
know that answering ‘yes’ will have the best consequences of your options in Case B, we 
have excellent reason to reject (4).  

This is essentially Reed’s take on Case B (2010: 229). In reply, pragmatists should 
emphasize that it is still unclear why you would be rationally forbidden from answering 
‘yes’ in Case B if know that answering ‘yes’ will have the best consequences of your 
options. As we noted above, φ-ing will have the best consequences of your options just 
in case φ-ing will have the highest actual utility of your options. Thus, according to (4), 
you can rationally answer ‘yes’ in Case B if you know that answering ‘yes’ will have the 
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highest actual utility of your options. So, to resist (4), purists must explain why you 
cannot rationally answer ‘yes’ in Case B even though you know that answering ‘yes’ will 
have the highest actual utility of your options. To explain this, purists cannot say just that 
answering ‘yes’ does not have the highest expected utility of your options. First, answering 
‘yes’ does have the highest expected utility of your options if the probability that hawks 
are raptors conditional on your relevant evidence is 1, so purists must argue that, even 
though you know that hawks are raptors, the probability that hawks are raptors 
conditional on your relevant evidence is lower than 1. I think there are compelling 
arguments for this conclusion (e.g., Brown 2012: 57-9), so I won’t press this point. A 
point I will press, however, is that even if answering ‘yes’ does not have the highest 
expected utility of your options, it is still hard to see why you would be rationally obliged 
to pick the option with the highest expected utility, if (as purists must say) you know that 
answering ‘yes’ will have higher actual utility.12 

Why should we care about, or be mindful of, or act in accordance with the expected 
utilities of our options? Why should expected utilities guide our actions, or constrain how 
we may rationally act? According to one standard answer, the expected utilities of our 
options are our best guide (as Bishop Butler might say) to maximizing actual utility. This 
answer is clearly often right. It is easy to see why the expected utilities of our options 
would be our best guide to maximizing actual utility in cases where we do not know 
which of our options will have the highest actual utility. It is also easy to see why the 
expected utilities of our options are our best guide to maximizing actual utility in cases 
where we do know which of our options will have the highest actual utility and these 
options also have the highest expected utility. But why would the expected utilities of our 
options be our best guide to maximizing actual utility in cases where we know which of 
our options will have the highest actual utility and these options do not have the highest 
expected utility? More specifically, if purism is true, why would the expected utilities of 
your options be your best guide to maximizing actual utility in Case B? If purism is true, 
refraining from answering will have the highest expected utility in Case B, even though, 
in Case B, you know that you will maximize actual utility by answering ‘yes.’ But what 
                                                             
12 I agree with Brown (ibid) that, if you were to draw up a decision table for your choice between answering 
‘yes,’ answering ‘no,’ and refraining from answering, your decision table should include the possibility that 
hawks aren’t raptors, since leaving this possibility off of your decision table would be tantamount to assigning 
the proposition that hawks are raptors probability 1. On my view, you shouldn’t assign the proposition that 
hawks are raptors probability 1 even in Case A, where it is uncontroversial that you know that hawks are 
raptors. What puzzles me, however—and what I think should puzzle everyone, including purists—is the 
suggestion that you should rely on your decision table as you make your choice between answering ‘yes,’ 
answering ‘no,’ and refraining from answering, if you already know that you will maximize actually utility by 
answering ‘yes.’ Maximizing actually utility is what you want, after all, and if purism is true, you already know 
how to get it. 
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sense can we make of the suggestion that, even though your option with the highest 
expected utility in Case B will not have the highest actual utility in Case B, and even 
though you know which option will have the highest actual utility in Case B (namely, 
answering ‘yes’), the expected utilities of your options are still your best guide to 
maximizing actual utility—not just in general or on average, but in Case B? I don’t 
understand this suggestion. To my ear, it sounds like nonsense. If the expected utilities of 
your options are not your best guide to maximizing actual utility in Case B, however, then 
why would rationality require that you maximize expected utility in Case B? Pragmatists 
can just say that the expected utilities of your options clearly are your best guide to 
maximizing actual utility in Case B, since you don’t know which of your options will 
have the highest actual utility. But purist can’t say this. So, what can they say?  

Here purists might repeat that, even though you know that answering ‘yes’ will have 
the highest actual utility of your options, you cannot be certain that answering ‘yes’ will 
have the highest actual utility of your options—the implication this time being that you 
can be certain that refraining from answering has the highest expected utility of your 
options. But of course you can’t be certain of this either. After all, being certain that 
refraining from answering has the highest expected utility of your options requires being 
certain that the following conjunction is true:  

You will get a jellybean if you answer correctly, you will get an electric shock if 
you answer incorrectly, you will get nothing if you refrain from answering, and 
((Pr(h) × V(status quo)) + (Pr(¬h) × V(status quo))) is greater than both ((Pr(h) × 
V(jellybean)) + (Pr(¬h) × V(electric shock))) and ((Pr(h) × V(electric shock)) + (Pr(¬h) × 
V(jellybean))).  

Obviously, if weaknesses in your epistemic position prevent you from being certain that 
answering ‘yes’ will have the highest actual utility of your options, weaknesses in your 
epistemic position also prevent you from being certain that this conjunction is true.  

A much better response—one that purists are nearly certain to give—goes as follows: 
Your evidence for and against the relevant propositions is what matters for rational action, 
not whether your beliefs in those propositions amount to knowledge. In Case B, 
however, your evidence for and against the proposition that answering ‘yes’ will have the 
highest actual utility of your options does not eliminate every possibility of error. With 
respect to the question whether you can rationally answer ‘yes’ in Case B, there is 
therefore no relevant difference between your knowing that answering ‘yes’ will have the 
highest actual utility of your options and your having equally strong but misleading 
evidence that answering ‘yes’ will have the highest actual utility of your options. So now 
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recall that the researcher has a long list of questions that she intends to ask you. If you 
have enough evidence to rationally answer the first question ‘yes,’ there is no reason why 
you cannot have enough evidence to rationally answer every question that she asks you—
assuming that they are all roughly as hard for you as the question whether hawks are 
raptors. But even given this assumption, there is a reason why you cannot rationally 
answer every question she asks you: namely, you can see in advance that you would 
eventually make a mistake and receive an unbearable electric shock. So, even though you 
know that answering ‘yes’ will have the highest actual utility of your options, you cannot 
rationally answer ‘yes.’  

According to this line of thought, the reason you cannot rationally answer the first 
question ‘yes,’ even though you know that answering ‘yes’ will have the highest actual 
utility of your options, is that it is clear in advance that relevantly analogous behavior 
with respect to the rest of the questions would not maximize actual utility. In response, 
pragmatists might argue that relevantly analogous behavior would consist in answering 
only questions for which you know the answer (cf. Williamson 2014). A more 
conservative reply, however, consists in simply denying that the foreseeable 
consequences of answering every question adequately explain why you cannot rationally 
answer the first question. Compare Case B to Case C, below. 

Case C: You are participating in a study exactly like the one in Case B, except in 
this study you know that there’s an important difference between the first 
question and all of the rest of the questions on the test. Specifically, you know 
that there’s no risk of an electric shock on any question except the first question. 
On the first question, you will get a jellybean for a correct answer, an extremely 
painful electric shock for an incorrect answer, and nothing if you refrain from 
answering. But you know that, as soon as you get to question 2, and for every 
question after question 2, you will get a jellybean for a correct answer, and nothing 
if you either refrain from answering or answer incorrectly. Again the first 
question is whether hawks are raptors.  

Can you rationally answer the first question in this case? Again, you can’t. But the 
foreseeable consequences of answering the rest of the questions do not explain why, 
since you know that you will just get a bunch of jellybeans by answering the rest of the 
questions. Yet the reason you are rationally obliged to refrain from answering the first 
question in Case C is presumably identical (whatever it is) to the reason you are rationally 
obliged to refrain from answering in Case B. So it is still unclear how you could be 
rationally forbidden from answering the first question in Case B, if you know that 
answering this question ‘yes’ will have the highest actual utility of your options.  
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Here purists might say that you are rationally obliged to refrain from answering the 
first question in Case B and Case C because, in the long run, not just on the test but over 
the course of your whole life, you will gain more actual utility by following the rule 
maximize expected utility than by following the rule if you know which option will have the highest 
actual utility, pick that option; otherwise, maximize expected utility. But this reply faces exactly the 
same challenge. Consider Case D, below.  

Case D: You are participating in a study exactly like the one in Case B, except 
that in this study you know that you are about to die. There is only one question: 
whether hawks are raptors. If you answer correctly, you will get a jellybean and 
then die. If you answer incorrectly, you will get an extremely painful electric 
shock and then die. If you refrain from answering, you will get nothing and then 
die. Your aversion to being tortured by an electric shock the last moment of your 
life is much stronger than your desire to enjoy a single jellybean the last moment 
of your life.  

Once again, you cannot rationally answer the question whether hawks are raptors. But in 
this case it is false that, in the long run, you will gain more actual utility by following the 
rule maximize expected utility than by following the rule if you know which option will have the 
highest actual utility, pick that option; otherwise, maximize expected utility. So, what else can 
purists say? They might be tempted to say that you cannot rationally answer the first 
question because, if you weren’t going to die, then you would gain more actual utility over 
the course of your life by following the rule maximize expected utility than by following the 
rule if you know which option will have the highest actual utility, pick that option; otherwise, maximize 
expected utility. But even if the truth of this counterfactual explains why you cannot 
rationally answer ‘yes’ in Case D (which I think is doubtful), pragmatists can simply swap 
out Case D for a case in which this counterfactual is false. Simply imagine that you have 
a guardian angel who (for whatever reason) would make you infallible immediately after 
answering the first question, if you weren’t going to die. Even if you knew for certain 
that, in every possible world where you don’t die immediately after answering the first 
question, your guardian angel makes you infallible from that moment on, you still 
couldn’t rationally answer the first question. But now the explanation cannot be that, if 
you weren’t going to die, you would gain more actual utility over the course of your life 
by following the rule maximize expected utility than by following the rule if you know which 
option will have the highest actual utility, pick that option; otherwise, maximize expected utility. It 
seems that the correct explanation (whatever it is) must focus on features of just the first 
question. So, it is still hard to see how you could be rationally forbidden from answering 
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the first question, if you know that answering ‘yes’ will have the highest actual utility of 
your options.13  

Perhaps, at this point, purists can find some other argument from long-run 
considerations for thinking that rationality requires that you refrain from answering, even 
though you know that answering ‘yes’ will have the highest actual utility of your options. 
Or perhaps they can produce a compelling argument for this conclusion from 
representation theorems. I confess, I don’t see how.14 But even if they can, pragmatists 
can just raise the problem at a different level. You clearly shouldn’t answer the first 
question in Case B, Case C, or Case D. The problem is, it is hard to see why you 
shouldn’t answer the first question in any of these cases if you know that answering ‘yes’ 
will have the highest actual utility of your options in each of these cases. If purists can 
use long-run considerations or representation theorems to carve out some notion of 
rationality on which you are rationally obliged to refrain from answering the first 
question, even though you know that answering ‘yes’ will have the highest actual utility 
of your options, pragmatists can simply reformulate (4) in terms of what you should do, 
and then ask why, if you know that answering ‘yes’ will have the highest actual utility of 
your options, you should do what’s rational. After all, if you know that answering ‘yes’ 
will have the highest actual utility of your options, and you also know that you are 
rationally obliged (under this conception of rationality) to refrain from answering, then 
you can deduce that you would simply make yourself worse off, and make literally 
nothing better off, by doing what’s rational than by irrationally answering the first 
question ‘yes.’ Since it is unclear why rationality (thus conceived) should have inviolable 
normative force, we still have a puzzle. And since this puzzle arises from rejecting (4), 
purists cannot reject (4) without incurring a significant explanatory burden.15  
                                                             
13 Objection: As Julien Dutant (Ms) points out, if you answered the first question ‘yes,’ you wouldn’t just get 
the jellybean; you would also acquire a bad habit, or at least take some serious risk of acquiring a bad habit—
namely, the bad habit of accepting similar bets in subjectively similar situations. But since you know that you 
would acquire this bad habit (or at least take a serious risk of acquiring it), you don’t know that answering ‘yes’ 
will have the highest actual utility of your options. So, there’s really nothing here for purists to explain. Reply: If 
you couldn’t answer the first question without taking a serious risk of forming a bad habit, then this objection 
might be right. But you clearly can answer the first question without taking any serious risk of forming a bad 
habit. Unless you have an extremely addictive personality, answering the first question would be nothing like 
trying cocaine for the first time (Dutant’s example, p. 26), and even if you do have an extremely addictive 
personality, we could fill out the details of the case so that you know for certain that your guardian angel would 
protect you from forming any bad habits. Clearly, it is at least possible to answer the first question without taking 
any serious risk of forming a bad habit, so the first premise of this objection is false.  
14 See Briggs 2014 for a nice canvas of both strategies for arguing that rationality demands maximizing expected 
utility, as well as problems for both of these strategies.  
15 Two points here. First, because purists think you know that you will only make things worse by doing what’s 
rational, purists cannot respond to this puzzle by simply adopting Broome’s (2007) reply to Kolodny 2005. 
Even if Broome is right that the requirements of rationality take wide scope, this only helps purists if they can 
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With (4), however, pragmatists have an easy argument for their view. Together, (3) 
and (4) entail (5).  

(5) If you know that hawks are raptors in Case B, then you can rationally 
answer ‘yes’ in Case B.  

If (5) is true, you know that hawks are raptors in Case A but not Case B, since, by 
hypothesis, you know that hawks are raptors in Case A, but you cannot rationally answer 
‘yes’ in Case B. Yet also by hypothesis, Case A and Case B are identical except for the 
consequences of an incorrect answer. Since this difference in your practical interests isn’t 
truth-relevant with respect to your belief that hawks are raptors, it follows that, if (5) is 
true, then cases A and B give us a pair of encroachment cases. Since pragmatism is true if 
there is a single pair of encroachment cases, pragmatism is true if (5) is true. And since 
pragmatists can motivate (5) by simply stipulating that (C) is true and having us reflect on 
the normative significance of expected versus known actual utility, pragmatists can modify 
a case forwarded by purists as a problem for their view and get a pair of cases that 
arguably entails their view.  

3. Problems for Purism 

Call the argument from (1) to (5) the ‘Argument from Actual Utility Maximization,’ or 
the ‘A-Max’ for short. As we noted in the opening paragraphs of this paper, the 
pragmatic encroachment literature contains two kinds of arguments for pragmatism: 
intuition-based arguments and principle-based arguments. Since the A-Max does not rely 
on anything relevantly analogous to the prima facie intuition that Hannah says something 
true by uttering the sentence ‘I don’t know that the bank will be open’ in High Stakes, 
the A-Max isn’t threatened by the standard purist-friendly explanations of this intuition 
or the empirical data suggesting that the folk lack this intuition. So the A-Max side-steps 
the battery of objections to intuition-based arguments in the literature.  

Does it survive the objections to principle-based arguments in the literature, then? I 
think it does. The A-Max is clearly valid: (1) and (2) jointly entail (3), and (3) and (4) 

                                                                                                                                                                                     
maintain that your belief that you will only make things worse by doing what’s rational is somehow itself 
irrational, in spite of being an item of knowledge. Second, the suggestion that rational agents can pursue 
maximin or satisficing strategies in situations like cases B, C, and D does not seem to help. Even if this 
suggestion is correct, all that follows is that, by pursuing a maximin or satisficing strategy in these cases, you 
could put yourself in a position where you are rationally permitted to refrain from answering the first question. It 
does not follow that, in the versions of these cases that we are actually considering, you could desire to 
maximize actual utility, and know that answering the first question ‘yes’ will have the highest actual utility of 
your options, and yet be rationally forbidden from answering ‘yes.’  
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jointly entail (5). Premise (1) is true by stipulation, and (2) looks unobjectionable given 
the details of Case B. Since (1) and (2) jointly entail (3), and since (3) and (4) jointly entail 
(5), it looks like (5) cannot be false unless (4) is false. So, to resist (5), purists must 
produce arguments against (4). But the various counterexamples in the literature do not 
threaten (4). Since (4) isn’t a principle, it’s not the sort of thing that could have a 
counterexample. It’s true if either you don’t know that answering ‘yes’ will have the best 
consequences of your options in Case B or you can rationally answer ‘yes’ in Case B, and 
false otherwise. Wielding a counterexample against (4) would thus require arguing that 
(4) depends for its plausibility on something that is susceptible to counterexample—e.g., 
some principle of which (4) is an instance, like KU below—and then arguing that this 
principle has counterexamples.   

(KU) Necessarily, if S knows that φ-ing will have the highest actual utility of her 
options, then she can rationally φ. 

But as we noted above, false principles can have true instances. Even if KU or some 
similar principle turns out false, (4) might still be true. To illustrate, suppose Williamson 
(2014) is correct that you might know that p even though you are rationally required to 
believe that you do not know that p, and suppose we get counterexamples to KU from 
cases where you know that φ-ing will have the highest actual utility of your options but 
you are rationally required to believe that you do not know that φ-ing will have the highest 
actual utility of your options because your evidence is “radically misleading” about your 
epistemic position (p. 973). Even if these cases are counterexamples to KU, they don’t 
threaten (4), since (4) is strictly about Case B, and in Case B your evidence is not radically 
misleading about your epistemic position. To cast doubt on (4), purists must provide 
specific reasons for thinking not just that KU or some other principle that entails (4) is 
false, but that (4) is itself false. That is, purists must argue directly against (4). As we have 
already pointed out, however, a successful argument against (4) will require explaining 
why, in Case B, you cannot rationally answer ‘yes’ even though you know that answering 
‘yes’ will have the highest actual utility of your options.  

The problem for purists, then, is this. Resisting the A-Max requires rejecting (4), 
which requires saying that you are rationally forbidden from answering the first question 
‘yes’ even though you know that answering ‘yes’ will maximize actual utility—which 
seems absurd. In order to dissolve this apparent absurdity, purists must explain why (for 
example) the expected utilities of your options might govern your decisions even in cases 
where you know that maximizing expected utility would prevent you from maximizing 
what you know matters more: actual utility. But as the preceding discussion of (4) shows, 
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it’s unclear how this explanation would go. So, at the very least, the A-Max saddles 
purists with a significant explanatory burden.  

Since pragmatists don’t have this burden—they can simply deny that you know that 
hawks are raptors in Case B—we might think that pragmatists have the upper hand in 
the pragmatic encroachment debate. This is exactly what I do think. But I have arrived at 
this conclusion only recently. Consider the following case, which I discussed in Roeber 
2016.  

Dogmatic Sarah: Hannah is driving home on Friday afternoon, as in High 
Stakes, and again there are very long lines. She’d rather not wait in the lines, but 
she knows that she will incur an enormous fine if she does not deposit her check 
before noon on Saturday, so she decides that she had better not risk it. As 
Hannah pulls into the bank’s parking lot, however, Sarah complains about the 
lines and says, “Why are we stopping? The bank will be open tomorrow, so you 
can just deposit your check tomorrow morning, when the lines are much 
shorter.” Hannah replies, “Yeah, I know. But I figure I should play it safe and 
deposit the check now.” (pp. 18-19) 

In Roeber 2016, I say that Hannah’s response to Sarah seems perfectly natural, and that 
it wouldn’t seem natural if pragmatism were true, since her response to Sarah would be 
complete nonsense if pragmatism were true (pp. 18-19). I then conclude that Dogmatic 
Sarah tips the scales in favor of purism (p. 20). But I was wrong about this—or so I now 
think.  

While Hannah’s response to Sarah does seem natural, it’s unclear why this should be a 
problem for pragmatism. First, it’s doubtful that Hannah’s response is nonsense if 
pragmatism is true. By ‘nonsense,’ I meant ‘necessarily false.’ (That pragmatism is true 
clearly doesn’t entail that Hannah’s response is meaningless, or gibberish, or anything like 
that.) But as we saw above, pragmatism is logically equivalent to an existential claim: the 
claim that there is at least one pair of encroachment cases. Since it is unclear how this 
existential claim could entail that Hannah’s response to Sarah is necessarily false, it is 
unclear how pragmatism could entail that her response to Sarah is necessarily false. As I 
now realize, I was confusing the pragmatist’s core commitment to the existence of 
encroachment cases with principles like KA and KJ, which attempt to articulate 
systematic connections between knowledge and practical interests that would explain why 
encroachment cases exist. These principles might entail that Hannah’s response is 
necessarily false, but pragmatism isn’t equivalent to these principles.  

Second, even if pragmatism does entail that Hannah’s response to Sarah is necessarily 
false, there seems no reason to think that, if her response were necessarily false, then it 
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wouldn’t seem natural. By ‘natural,’ I meant that her response is “exactly the sort of 
comment we might hear in normal, everyday conversation” (p. 20). Perhaps, if Hannah’s 
response to Sarah were obviously necessarily false—the way my claim that 2 + 2 = 7 
would be obviously necessarily false—then it might follow that we wouldn’t hear 
comments like Hannah’s in normal, everyday conversation, since presumably the folk 
rarely say things that are obviously necessarily false. But of course, pragmatism does not 
entail that Hannah’s response to Sarah would strike the folk as an obvious necessary 
falsehood. It follows that, even if pragmatism does entail that Hannah’s response to Sarah 
is necessarily false, I was still mistaken in claiming that her response causes much trouble 
for pragmatism.  

What should we say about the pragmatic encroachment debate, then? So far as I can 
tell, the A-Max breaks the deadlock between pragmatists and purists. Since rejecting 
pragmatism requires resisting the A-Max, since resisting the A-Max requires rejecting (4), 
and since rejecting (4) requires explaining why you can’t rationally answer the first 
question ‘yes’ even though you know that you would maximize actual utility by 
answering the first question ‘yes,’ purists have a significant explanatory burden that 
pragmatists lack. Since the primary reason for accepting purism is that pragmatism makes 
knowledge depend on truth-irrelevant factors, and since this reason isn’t compelling (as 
Grimm and I show), pragmatists have a clear advantage in the pragmatic encroachment 
debate.16  
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