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In “Value Matters in Epistemology” (2010), Ernest Sosa rejects the threshold view of 
belief on the basis of its conflict with a platitude about the value of knowledge. Sosa 
presents a case where two subjects are identical except for a small difference in their 
credences and shows how this case is a counterexample to the platitude if the threshold 
view of belief is true. I agree with Sosa that we should reject the threshold view of belief, 
but I think his case has much deeper implications for epistemology. Let’s say that S has 
improbable knowledge that p just in case she knows that p while the epistemic probability of 
p is below 0.5. Improbable knowledge will strike many epistemologists as impossible, but 
reflection on Sosa’s case suggests that it’s a fact of life—or so I will argue in this paper.1  

While I am arguing for a fully general thesis about knowledge, I should warn readers 
that I spend the first half of the paper focusing specifically on Sosa’s view. In §§1-3, I 
show how Sosa’s case might figure into an argument against his own theory of 
knowledge. In §4, I argue that, on the best way to protect Sosa’s theory from this 
argument, we must accept the possibility of improbable knowledge. And finally, in §§5-6, 
I argue that there is nothing special about Sosa’s view vis-à-vis Sosa’s case. His case might 
figure into an analogous argument against any plausible theory of knowledge, and for any 
plausible theory of knowledge, the best way to resist this argument will require accepting 
the possibility of improbable knowledge.  

I start with Sosa’s theory and then generalize to other theories of knowledge for a 
number of reasons. First, I find it especially interesting that Sosa’s case is potentially a 
counterexample to his own theory of knowledge, so I want to emphasize this fact. 
Second, my arguments are hard to follow in the abstract. It seems best to focus on a 
concrete example and then generalize. Since I find Sosa’s theory easy to wield, it’s a 
natural choice. Third, and finally, Sosa’s theory is enormously powerful and, in my view, 
it’s the most plausible theory of knowledge all things considered. I think the connection 
between Sosa’s view and improbable knowledge goes a long way toward establishing 
improbable knowledge all by itself. Of course, there are nearly as many theorists as 
theories of knowledge, and many epistemologists don’t share my affinity for Sosa’s view. 
                                                             
* Draft of 6/13/17. Please do not cite or circulate without permission.   
1 Williamson (2011) also uses the term ‘improbable knowledge,’ but in his terminology S has improbable 
knowledge that p just in case she knows that p while it’s probable on her evidence that she doesn’t know that p.  
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But again, as I hope to show, my argument that Sosa’s view supports improbable 
knowledge applies mutatis mutandis to every plausible theory of knowledge. Sosa’s case 
presents a genuine puzzle for every theory of knowledge, and, for every theory of 
knowledge, the best solution to this puzzle requires accepting the possibility of 
improbable knowledge. This is what I hope to show.  

1. An Argument against Sosa’s Virtue Epistemology 

How confident must you be in order to know that p? Knowledge, of course, is not 
simply a matter of your confidence in the relevant proposition. You might be highly 
confident in a falsehood, after all. But your level of confidence in a proposition is at least 
relevant to whether you know it; for if nothing else, it’s impossible to know that p while 
being subjectively certain that p is false. No matter which person, proposition, practical 
situation, or conversational context we are considering, S does not know that p if her 
credence in p is literally 0. It follows that, for at least one fixed value of ‘x’ (namely, 0), 
knowing that p entails that you don’t have credence x in p. Is 0 the only fixed value of ‘x’ 
for which knowing that p entails that you don’t have credence x in p, however? 

According to one view, subjective certainty equals credence 1, which equals maximal 
confidence. You are subjectively certain that p just in case you have credence 1 in p, and 
you have credence 1 in p just in case you are maximally confident in p. On this view, if 
it’s possible for anyone’s confidence in any proposition to exceed your confidence in p, 
then you are not subjectively certain that p, and your credence in p is lower than 1. 
Moreover, on this view, knowledge isn’t consistent with any credence below 1. If your 
credence in p falls short of your being literally maximally confident in p, then you don’t 
know that p. Call this view ‘the maximizing view’ and contrast it with what I will call ‘the 
satisficing view.’ According to the satisficing view, subjective certainty equals credence 1, 
which equals maximal confidence, but knowing that p is consistent with credences below 
1 in p. You might know that you have hands (for example) even though you are less 
confident that you have hands than you are that you exist, less confident that you have 
hands than you are that 1 = 1, etc. The satisficing view comes in two varieties: what I will 
call ‘the strong satisficing view’ and ‘the weak satisficing view.’ According to the latter, 
knowing that p is consistent with credences far below 1 in p. According to the former, 
knowing that p is consistent with credences below 1 in p, but it’s not consistent with 
credences far below 1 in p. The strong satisficing view seems implicit in huge swaths of 
epistemological theorizing, so assume that it’s true.2  

                                                             
2 Thanks to John Turri for helpful conversation here.  
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Given this assumption, the lowest credence in p consistent with knowing that p is high 
but lower than 1. So what exactly is it? Of course it’s vague how confident you must be 
in order to know that p, if knowing that p doesn’t require credence 1 in p. So assume that 
epistemicism is true. Then this vagueness is simply a matter of ignorance. There is some 
fixed value of ‘x’ for which it’s possible to know that p while having credence x in p, but 
not possible to know that p while having any credence lower than x in p, and this fixed 
value of ‘x’ is the exact minimum credence consistent with knowing that p. It’s vague 
exactly how confident you must be in order to know that p, not because there is no fixed 
value of ‘x’ that satisfies this description, but because we have no way of knowing which 
fixed value of ‘x’ does satisfy it. This is the epistemicist picture. So now let ‘K’ name the 
fixed value of ‘x’ that satisfies this description if epistemicism is true, whatever it 
happens to be. Then, if epistemicism and the strong satisficing view are both true, it’s 
possible to know that p while having credence K in p, but it’s not possible to know that p 
while having any credence lower than K in p, and knowing that p doesn’t require maximal 
confidence in p since K is high but lower than 1.   

Assuming that epistemicism and the strong satisficing view are both true, Sosa’s case 
is a counterexample to Sosa’s own view. Here is my rendition of Sosa’s case.    

Tom wants to know whether p so he asks his friend Beth. Beth asserts that p and 
Tom accepts her testimony. As a result, he acquires a disposition to act as if p, 
affirm that p, assert that p, judge that p, rely on p in his theoretical and practical 
reasoning, etc. And in fact, on the basis of Kim’s testimony, Tom comes to know 
that p. But Tom is slightly overconfident in p. While his ideal credence in p is 
exactly K, his actual credence in p is K + n, for some very small value of ‘n.’ Now 
Jerry also wants to know whether p, so he asks Beth just like Tom. Beth asserts 
that p and Jerry accepts her testimony. As a result, Jerry acquires a disposition to 
act as if p, affirm that p, assert that p, judge that p, rely on p in his theoretical and 
practical reasoning, etc., just like Tom. In fact, Jerry is identical to Tom in every 
epistemically relevant respect except that, whereas Tom winds up slightly 
overconfident in p, Jerry winds up slightly underconfident in p. Jerry’s ideal 
credence in p is exactly K, just like Tom’s, but his actual credence in p is K – n 
instead of K + n, for the same value of ‘n.’ This difference in their credences in p 
is the only difference in their affirmative attitudes toward p.3  

By hypothesis, Tom knows that p while Jerry’s credence in p is below K. Thus, our 
assumption that K is the minimum credence in p consistent with knowing that p entails 
that Tom knows that p while Jerry does not. But our assumption that Tom and Jerry are 

                                                             
3 I have adapted this case from Sosa’s discussion of the people he calls ‘Assertive’ and ‘Diffident.’  
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identical except for the stipulated difference in their credences in p entails that Jerry’s 
belief that p is at least as apt as Tom’s, in the sense familiar from Sosa’s version of virtue 
epistemology.  

According to Sosa (2007, 2009, 2011), knowledge is apt belief, beliefs are apt just in 
case they are accurate because adroit, beliefs are accurate just in case they are true, and 
beliefs are adroit just in case they are products of intellectual virtues, competences or 
skills possessed by the people who have them. Jerry’s belief that p is at least as apt at 
Tom’s, however. Tom and Jerry have both made an epistemic mistake. Neither has 
exactly the credence in p that he ought to have. Tom is slightly overconfident in p while 
Jerry is slightly underconfident in p. So either (a) Tom has made a smaller epistemic 
mistake than Jerry, (b) Tom has made a larger epistemic mistake than Jerry, or (c) Tom 
and Jerry have made equivalent epistemic mistakes. Since Tom’s overconfidence in p is 
exactly proportionate to Jerry’s underconfidence in p, and since overconfidence in a 
proposition is at least as bad epistemically as the same amount of underconfidence in 
that proposition, (a) is false. So either Tom has made a larger epistemic mistake than 
Jerry, or Tom and Jerry have made equivalent epistemic mistakes. Now, either these 
mistakes detract from the aptness of their beliefs, or they don’t. If they don’t, then our 
stipulation that Tom and Jerry are identical in every epistemically relevant respect except 
for the difference in their credences entails that Tom and Jerry have equally apt beliefs. 
But if they do, then either Tom has made a larger epistemic mistake than Jerry and 
Tom’s belief is consequently less apt than Jerry’s, or they have made equivalent epistemic 
mistakes and their beliefs are consequently equally apt. This means that Jerry’s belief that 
p is at least as apt as Tom’s belief that p. But again, Tom knows that p while Jerry does 
not. So either Jerry has apt belief without knowledge, or Tom has knowledge without apt 
belief.4  

What should we make of this argument? It fails in multiple interesting ways, but 
before I comment on each of them, I want to consider a response suggested by Sosa’s 
own discussion of the case. Assuming that epistemicism is true, it’s natural to think that 
the minimum credence consistent with knowledge corresponds to the minimum 
credence consistent with belief. If this thought is right, then it’s impossible to believe that p 
while having a credence in p below K, and Jerry doesn’t know that p for the mundane 
reason that he doesn’t believe that p. But of course, if Jerry doesn’t believe that p, then 
                                                             
4 Objection: On the correct version of permissivism, neither Tom nor Jerry has made an epistemic mistake, so 
it’s false that either Tom has made a larger epistemic mistake than Jerry or they have made equivalent epistemic 
mistakes. Reply: On every plausible version of permissivism, if Tom hasn’t made an epistemic mistake, then 
neither has Jerry. But if neither has made an epistemic mistake, then our stipulation that Tom and Jerry are 
identical in every epistemically irrelevant respect except for the difference in their credences again entails that 
Tom and Jerry have equally apt beliefs. 
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it’s not true that Jerry’s belief is just as apt as Tom’s. So Sosa’s case isn’t a 
counterexample to Sosa’s view if K is the minimum credence consistent with belief. 

The core idea behind this response is exactly right, I think, and I will rely on it below. 
But for now, notice that, if epistemicism and the strong satisficing view are both true, 
Sosa can’t help himself to this response. On Sosa’s view of belief (2015), S believes that p 
just in case she is disposed to judge that p, where judging that p consists in affirming that 
p for the purpose of answering the question whether p both correctly and aptly (p. 55). 
So suppose I’m a detective. I’m on a cruise ship, there are 10,000 people on board, one 
has been murdered, and I’m trying to figure out who did it. Since we’re in the middle of 
the ocean, I’m nearly certain that the person is still on board. As my investigation 
proceeds, the evidence points increasingly toward Jones. As a result, I wind up extremely 
confident that Yost didn’t do it, extremely confident that Chang didn’t do it, extremely 
confident that Rubio didn’t do it, and so on, for the rest of the people on the ship. But I 
never wind up literally certain that a given passenger didn’t do it, since I know that, for 
literally every passenger on the ship (including even myself and the victim), there is some 
non-zero chance that the person in question is the killer. As a result (let’s suppose), I 
wind up with credence 0.1 in the proposition that Jones did it, and I wind up with a flat 
credence distribution across the other 9,999 passengers, so that, for each of them, I have 
roughly credence 0.00009 that the person in question did it. Given this assumption, even 
though my credence that Jones did it is only 0.1, it’s still roughly 1,000 times higher than 
my credence that Yost did it, roughly 1,000 times higher than my credence that Rubio 
did it, and so on, for the rest of the people who might have killed Jones. So now suppose 
that I have probabilistic beliefs that match my credences and, on the basis of these 
beliefs, I reason as follows: The murderer is either Jones or one of the other passengers. Jones is 
1,000 times more likely to be the murderer than any other passenger, so she’s gotta the one who did it.  

Here, when I affirm that Jones did it, there is no reason why I couldn’t be affirming 
that she did it in order to answer the question whether she did it correctly. Is there any 
reason why I couldn’t be affirming that she did it in order to answer this question aptly? 
The answer seems clearly ‘no.’ For suppose I dabble in epistemology, suppose I’ve read 
John Turri’s (2015) arguments for unreliable knowledge, and suppose I’m convinced by 
something in the neighborhood of Turri’s arguments that it’s possible to know that p on 
the basis of an IBE inference even if the probability of p conditional on my total 
evidence is below 0.5. Then there seems no reason why, when I affirmed that Jones did 
it, I couldn’t have affirmed this proposition in order to answer the question whether 
Jones did it both correctly and aptly. So there seems no reason why we can’t just stipulate 
that, when I concluded my reasoning by thinking to myself “Jones did it,” I thereby 
judged (in Sosa’s sense) that she did it. But if I judged that she did it, then it’s possible to 
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judge that p while having a very low credence in p, since my credence that Jones did it is 
just 0.1. And this means that, on Sosa’s view of belief, it’s possible to believe that p while 
having a very low credence in p. So assuming that epistemicism and the strong satisficing 
view are both true, Sosa must say that, if there is a minimum credence consistent with 
belief, it’s much lower than K, the minimum credence consistent with knowledge. If the 
minimum credence consistent with belief is much lower than K, however, then our 
stipulation that Tom and Jerry are identical in every epistemically relevant respect except 
that Tom’s credence in p is K + n while Jerry’s credence in p is K – n (for some very small 
value of ‘n’) entails that Jerry believes that p just like Tom. 

But now we wind up exactly where we were before. Given Sosa’s theory of belief, 
epistemicism and the strong satisficing view jointly entail that either Jerry has apt belief 
without knowledge or Tom has knowledge without apt belief, since they jointly entail 
that Jerry’s belief is at least as apt as Tom’s. And this means that, if epistemicism, the 
strong satisficing view, and Sosa’s theory of belief are all true, then Sosa’s case is a 
counterexample to his own theory of knowledge.  

2. Rejecting Epistemicism  

Of course many proponents of Sosa’s view won’t be troubled by this result since they’ll 
be happy to reject epistemicism. But all by itself, rejecting epistemicism isn’t sufficient 
for defending Sosa’s view. Consider the following argument.  

If epistemicism is true, then there is some fixed value of ‘x’ for which it’s possible to 
know that p while having credence x in p, but not possible to know that p while having 
any credence lower than x in p, and this fixed value of ‘x’ is the exact minimum credence 
consistent with knowing that p. Since epistemicism is false, no fixed value of ‘x’ satisfies 
this description. Even though epistemicism is false, however, knowing that p isn’t 
consistent with credences far below 1 in p, so knowing that p still requires being highly 
confident in p (whatever exactly high confidence amounts to). By hypothesis, Tom 
knows that p. Thus, by hypothesis, Tom is highly confident in p. And also by hypothesis, 
Tom is identical to Jerry in every epistemically relevant respect except that Jerry is less 
confident than Tom in p. Since high confidence is necessary for knowledge, it follows 
that Jerry is closer than Tom to failing a necessary condition on knowledge, even if Tom 
and Jerry both know that p. So, even if epistemicism is false and we can’t deduce that Jerry 
doesn’t know that p, it still follows that Tom and Jerry are identical in every epistemically 
relevant respect except that Jerry is closer than Tom to having a belief that falls short of 
knowledge. But again, either (b) is true and Tom has made a larger epistemic mistake 
than Jerry, or (c) is true and Tom and Jerry have made equivalent epistemic mistakes. 
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And as we saw above, since Tom and Jerry are identical in every epistemically relevant 
respect except that Tom’s credence in p is K + n while Jerry’s credence in p is K – n, (b) 
and (c) both entail that Jerry’s belief that p is at least as apt as Tom’s. So Jerry’s belief that 
p is at least as apt as Tom’s, even though Jerry’s belief that p is closer than Tom’s to 
falling short of knowledge.  

But this conclusion isn’t easy to square with Sosa’s version of virtue epistemology. 
Suppose mansions are just big houses, consider two mansions that are equally clearly 
houses, and assume that the first is closer than the second to falling short of being a 
mansion. Given these assumptions, can’t we infer that the first mansion must be smaller 
than the second? After all, this seems the only way the first mansion could be closer than 
the second to falling short of being a mansion, given that both mansions are equally 
clearly houses and mansions just are big houses. But analogous considerations apply to 
Tom and Jerry. If knowledge is apt belief, if two mental states are equally clearly beliefs, 
and if the first mental state is closer than the second to falling short of knowledge, it 
seems to follow that the first mental state isn’t as apt as the second. For if knowledge is 
just apt belief, this seems the only possible explanation of the fact that the first mental 
state is closer than the second to falling short of knowledge. But on Sosa’s theory of 
belief, Tom and Jerry’s attitudes toward p are equally clearly beliefs. (Jerry’s disposition to 
judge that p is just as strong as Tom’s disposition to judge that p, we can suppose.) And 
as we saw above, Jerry’s belief that p is at least as apt as Tom’s. Since Jerry’s belief that p 
is closer than Tom’s to falling short of knowledge even though it’s at least as apt as 
Tom’s, it follows that knowledge can’t just be identical to apt belief. It might be apt belief 
plus something else. Or it might be something else entirely. But it can’t just be apt belief. So 
even though epistemicism is false, Sosa’s theory of belief guarantees that Sosa’s case is a 
counterexample to his own theory of knowledge.  

3. Rejecting the Strong Satisficing View  

What should we make of this argument? It isn’t conclusive, since it presupposes the 
strong satisficing view, but it does show that defending Sosa’s theory of knowledge 
requires more than simply rejecting epistemicism. For it seems clear that, if the strong 
satisficing view and Sosa’s theory of belief are both true, then Sosa’s case is a 
counterexample to Sosa’s theory of knowledge even if epistemicism is false. So suppose 
we also reject the strong satisficing view. Would this suffice for defending Sosa’s theory 
of knowledge? Again, not all by itself.  

There are two alternatives to the strong satisficing view: the maximizing view and the 
weak satisficing view. Accepting the maximizing view causes more problems than it 
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solves. If the maximizing view is true, then it’s impossible to know that p while having 
any level of confidence in p that falls short of maximal confidence in p. Since I’m more 
confident that I exist than I am that my name is Blake, more confident that 1 = 1 than I 
am that my name is Blake, and so on, my confidence that my name is Blake falls short of 
maximal confidence. So the maximizing view entails that I don’t know my own name. 
The same presumably goes for you. But of course, it’s wildly implausible that we don’t 
know our own names. So accepting the maximizing view saddles us with the absurd 
consequence that we don’t know our own names.  

Can we defend Sosa’s theory of knowledge by accepting the weak satisficing view, 
then? Given Sosa’s theory of belief, accepting the weak satisficing view is necessary for 
defending Sosa’s theory of knowledge, but it’s not sufficient. After all, the weak 
satisficing view just says that it’s possible to know that p while having a very low 
credence in p, and this is consistent with the claim that, in Sosa’s case, Jerry’s belief that p 
is closer than Tom’s to failing some necessary condition on knowledge, even though his 
belief that p is at least as apt as Tom’s. So defending Sosa’s theory of knowledge requires 
either rejecting Sosa’s theory of belief or accepting the weak satisficing view plus something 
else. But what else?  

The view I favor. According to this view (which I will call ‘the complete dependence 
view,’ or just ‘Dependence’ for short), the relationship between credence and knowledge 
depends entirely on the relationship between credence and belief. It’s impossible to know 
that p while having credence 0 in p, but this is simply because knowledge entails belief 
and it’s impossible to believe that p while having credence 0 in p. On this view, if knowing 
that p didn’t entail believing that p, knowing that p would be consistent with literally any 
credence in p, including credence 0 in p. More generally, Dependence entails that, for any 
value of ‘x,’ if it’s impossible to know that p while having credence x in p, this is simply 
because it’s impossible to believe that p while having credence x in p. And note carefully, 
since it will be important below: Dependence entails that, for any value of ‘x,’ if it is 
possible to believe that p while having credence x in p, then it’s also possible to know that 
p while having credence x in p, since (again) Dependence says that the relationship 
between credence and knowledge depends entirely on the relationship between credence 
and belief.5  

As we saw above, Sosa’s theory of belief entails that it’s possible to believe that p 
while having a very low credence in p. So together with Dependence, Sosa’s theory of 
belief entails that it’s possible to know that p while having a very low credence in p. If it’s 

                                                             
5 According to Murray, Sytsma, and Livengood (2012), and Myers-Schulz and Schwitzgebel (2013), it is possible 
to know that p without believing that p. I don’t have space here to address their arguments, so I will simply 
note that I find Buckwalter, Rose, and Turri’s (2015) reply convincing.    
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possible to know that p while having a very low credence in p, however, then knowing 
that p is consistent with credences in p far below 1. So together with Dependence, Sosa’s 
theory of belief entails the weak satisficing view. Now, if Jerry’s belief that p is closer 
than Tom’s to failing some necessary condition on knowledge, even though his belief 
that p is at least as apt as Tom’s, then Sosa’s case is a counterexample to Sosa’s theory of 
knowledge. As we have noted several times, sufficient confidence is necessary for 
knowledge, whatever sufficient confidence turns out to be. A person can fail this 
condition on knowledge. If S isn’t sufficiently confident in p—if her credence in p is 
literally 0, for example—then S doesn’t know that p. So ask yourself whether a belief can 
fail this condition on knowledge. That is, ask yourself whether it’s possible to believe that 
p while simultaneously having a credence in p that isn’t consistent with knowing that p. If 
Dependence is true, this isn’t possible; if your credence in p isn’t consistent with knowing 
that p, this is simply because your credence in p isn’t consistent with believing that p. But of 
course, if your credence in p isn’t consistent with believing that p, then you don’t believe 
that p, and it’s false that your belief that p fails the sufficient confidence condition on 
knowledge. So if Dependence is true, a belief can’t fail the sufficient confidence 
condition on knowledge. In Sosa’s case, Jerry is closer than Tom to not knowing that p. 
But if Dependence is true, this is simply because Jerry is closer than Tom to having a 
credence in p that entails that he doesn’t believe that p. So, if Dependence is true, it’s not 
true that Jerry’s belief is closer than Tom’s to failing a necessary condition on knowledge. 
Instead, it’s only true that Jerry is closer than Tom to not knowing that p, since he’s closer 
than Tom to not believing that p. And of course, Sosa’s theory of knowledge is entirely 
consistent with the claim that, in Sosa’s case, Tom and Jerry have equally apt beliefs, but 
Jerry is closer than Tom to not knowing that p because he’s closer than Tom to not 
believing that p.  

This means we can defend Sosa’s theory of knowledge by accepting Dependence. But 
notice: we can’t defend it without accepting Dependence. If Dependence is false, then the 
relationship between credence and knowledge doesn’t depend entirely on the 
relationship between credence and belief. In this case, Jerry can’t be closer than Tom to 
not knowing that p simply in virtue of being closer than Tom to not believing that p. He 
might be closer than Tom to not knowing that p partially in virtue of being closer than 
Tom to not believing that p, but he must also be closer than Tom to failing some other 
necessary condition on knowledge. Jerry’s belief that p is at least as apt as Tom’s, 
however, so this other necessary condition on knowledge can’t be the aptness of his 
belief. So there must be some necessary condition on knowledge other than apt belief. 
This follows if Dependence is false. But of course, on Sosa’s view, knowledge just is apt 
belief. So Sosa’s case is a counterexample to Sosa’s view if Dependence is false.  
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4. Irrationalism or Improbabilism? 

As we saw above, Dependence entails that, for any value of ‘x,’ if it’s possible to believe 
that p while having credence x in p, then it’s possible to know that p while having 
credence x in p. As we also saw above, Sosa’s theory of belief entails that it’s possible to 
believe that p while having a credence in p far below 0.5. Thus, together with 
Dependence, Sosa’s theory of belief entails that it’s possible to know that p while having a 
credence in p far below 0.5. Since Sosa’s case is a counterexample to Sosa’s theory of 
knowledge if Dependence is false, there seems no way to accept Sosa’s theory of 
knowledge, accept Sosa’s theory of belief, and yet deny that it’s possible to know that p 
while having a credence in p far below 0.5.  

This is already an interesting result, but even stronger consequences follow. We have 
been focusing on the relationship between knowledge and a person’s actual credence in 
the relevant proposition, but we haven’t said much about knowledge and a person’s ideal 
credence in the relevant proposition. To be clear when I’m talking about the latter rather 
than the former, I will use the term ‘epistemic probability’ to name the latter. That is, 
whenever I say that the epistemic probability of p is x, I will mean that the relevant 
person’s ideal credence in p is x.6 With this in mind, notice that either  

(1) it’s possible to know that p while the epistemic probability of p is below 
0.5,  

or 

(2) it’s not possible to know that p while the epistemic probability of p is 
below 0.5. 

If you know that p while having a credence in p far below 0.5 and (2) is true, then your 
credence in p is far from epistemically ideal and there is a straightforward sense in which 
you are epistemically irrational in virtue of your credence in p. If you’re epistemically irrational 
in virtue of your credence in p, then you’re epistemically irrational in virtue of one of 
                                                             
6 According to Williamson (2000, pp. 213-14), “[w]e should question the association between evidential 
probability 1 and absolute certainty. For subjective Bayesians, probability 1 is the highest possible degree of 
belief, which presumably is absolute certainty. If one’s credence in p is 1, one should be willing to accept a bet 
on which one gains a penny if p is true and is tortured horribly to death if p is false. Few propositions pass that 
test. Surely complex logical truths do not, even though the probability axioms assign them probability 1. But 
since evidential probabilities are not actual or counterfactual credences, why should evidential probability 1 
entail absolute certainty?” Given my stipulative definition of ‘epistemic probability,’ this quotation from 
Williamson expresses the idea that, if a person knows that p and p is therefore part of her total evidence, p’s 
epistemic probability might be lower than its evidential probability. I will assume throughout that Williamson is 
right about this.  
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your doxastic attitudes toward p. So, if it’s possible to know that p while having a 
credence in p far below 0.5 and (2) is true, then it’s possible to know that p while being 
epistemically irrational in virtue of one of your doxastic attitudes toward p. On the other 
hand, if you know that p while having a credence in p far below 0.5 and (1) is true, then 
it’s possible to know that p even though the epistemic probability of p is lower than the 
epistemic probability of ¬p. So if (1) is true, it’s possible to know that p even though p is 
more likely false than true, not just by the lights of your actual credence in p, but by the 
lights of your ideal credence in p.   

Let’s say that S has irrational knowledge that p just in case she knows that p while being 
epistemically irrational in virtue of one of her doxastic attitudes toward p, and let’s say 
that S has improbable knowledge that p just in case she knows that p even though the 
epistemic probability of p is below 0.5. According to the view I will call ‘irrationalism,’ 
irrational knowledge is possible, and according to the view I will call ‘improbabilism,’ 
improbable knowledge is possible. If Dependence and Sosa’s theory of belief are both 
true, then it’s possible to know that p while having a very low credence in p. Since (1) is 
true if (2) isn’t, Dependence and Sosa’s theory of belief jointly entail that irrationalism is 
true if improbablism isn’t. Since defending Sosa’s theory of knowledge requires accepting 
Dependence, accepting both Sosa’s theory of knowledge and Sosa’s theory of belief 
requires accepting either irrationalism or improbabilism. So we’re faced with a choice: we 
must reject Sosa’s theory of belief, reject Sosa’s theory of knowledge, accept 
irrationalism, or accept improbabilism.  

This is the first surprising consequence of Sosa’s case. But as I will now argue, Sosa’s 
views just illustrate a broader point. We seem forced to choose between irrationalism and 
improbabilism even if Sosa’s theories of knowledge and belief are both false.  

5. Rejecting Sosa’s Theory of Belief 

Suppose first that Sosa’s theory of belief is false. According to Sosa, S believes that p just 
in case she is disposed to judge that p. It’s possible to judge that p while having a very 
low credence in p, and this is why Sosa’s view entails that it’s possible to believe that p 
while having a very low credence in p. But together with Dependence, any view on which 
it’s possible to believe that p while having a very low credence in p will entail that it’s 
possible to know that p while having a very low credence in p. And the problem is, we 
needn’t rely on Sosa’s theory of belief, or any other theory of belief, to arrive at the 
conclusion that it’s possible to believe that p while having a very low credence in p. There 
seem clear examples of belief coupled with credences well below 0.5.  
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Return to the example of the murder on the cruise ship. Suppose I’m not the only one 
investigating the murder. Suppose I am sharing all of my evidence with Randy, my fellow 
detective. Like me, Randy is nearly certain that the murderer is still on board. Like me, 
Randy sees that the evidence points very strongly toward Jones. Like me, Randy’s 
credence in the proposition that Jones did it is much higher than his credence in the 
proposition that Yost did it, much higher than his credence in the proposition that Rubio 
did it, and so on, for the rest of the passengers on the ship. But there’s an important 
difference between Randy and me, let’s suppose. For purely practical reasons, in order to 
simplify his investigation, Randy has ruled out most of the passengers on the ship, in the 
sense that he has allowed himself to become literally certain that Yost didn’t do it, literally 
certain that Rubio didn’t do it, and so on, for the vast majority of the people on the ship. 
In other words, for the vast majority of the people on the ship, Randy has arrived at 
credence 1 in the proposition that the person in question didn’t do it. As a result, let’s 
suppose, there are only five passengers on Randy’s list of suspects—Jones and four 
others. And since the evidence points strongly toward Jones, Randy winds up with 
credence 0.9 in the proposition Jones did it, and his credence distribution across the 
remaining four suspects is pretty flat, so that, for each of them, he has roughly credence 
0.025 in the proposition that the person in question did it. Finally (let’s suppose), Randy 
has probabilistic beliefs that match his credences, and on the basis of these probabilistic 
beliefs, Randy reasons as follows: The murderer is either Jones or one of the other suspects. Jones is 
roughly 36 times more likely to be the murderer than any other suspect, so she’s gotta be the one who did 
it. This reasoning concludes with the judgment that Jones did it, and, as a result of this 
judgment (let’s suppose), Randy acquires the disposition to act as if Jones did it, assert 
that she did it, rely on the proposition that she did it in his theoretical and practical 
reasoning, plan for the future as if she did it, and so on—just like me. 

Now, does Randy believe that Jones is the murderer? There is no reason why we can’t 
stipulate that he does, so let’s build this into the case.7 Then we can compare Randy’s 
reasoning with my own, we can compare our resulting attitudes toward the proposition 
that Jones is the murder, and we can ask whether my attitude counts as a belief if Randy’s 
does. Again, here’s how we arrived at our respective attitudes toward the proposition 
that Jones is the murder:   

                                                             
7 Of course, if believing a proposition requires being maximally confident in that proposition, then we can’t 
stipulate that Randy believes that Jones is the murderer, since we’ve already stipulated that Randy’s credence in 
this proposition is 0.9. But believing a proposition doesn’t require being maximally confident in that proposition. 
I believe that my name is Blake, and as we saw above, I’m not maximally confident that my name is Blake, 
since I’m less confident that my name is Blake than I am that 1 = 1.   
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Randy’s Reasoning: The murderer is either Jones or one of the other four 
suspects. Jones is roughly 36 times more likely to be the murderer than any other 
suspect, so she’s gotta be the one who did it. 

My Reasoning: The murderer is either Jones or one of the other passengers. 
Jones is roughly 1,000 times more likely to be the murderer than any other 
passenger, so she’s gotta be the one who did it.  

On the basis of these arguments, Randy and I both arrive at an affirmative attitude 
toward the proposition that Jones did it. Is it is plausible that Randy’s affirmative attitude 
toward the proposition that Jones did it counts as a belief while mine does not?  

By hypothesis, I’m disposed to act as if Jones did it, assert that she did it, think to 
myself that she did it, rely on the proposition that she did it in my theoretical and 
practical reasoning, take it for granted that she did it in my planning, and so on, so that, 
to anyone observing my speech or behavior, or reading my mind, or observing my plans 
for the future, or snooping through my diary, or anything at all like that, it would seem 
obvious that I believe that she did it. If you asked whether she did it, I would say “yes.” 
If you then asked whether I believe that she did it, I would say “I just told you she did it,” 
and I would wonder how you had already forgotten, why you were doubting my 
sincerity, or something like that. I wouldn’t consider the possibility that you were 
wondering whether my affirmative attitude toward the proposition that Jones did was an 
instance of belief. It would seem obvious to me that I believe that she did it, since this 
proposition figures centrally into my mental life, and it would seem obvious to me that 
I’ve made this obvious to you. On all these measures, let’s suppose, I would be just like 
Randy, who believes that Jones did it.8  

Now of course, Randy’s credence in the proposition that Jones did it is above 0.5 
while mine is below 0.5, and many epistemologists will think that, because belief aims at 
truth, it’s impossible to believe that p while having a credence in p below 0.5. But on any 
interpretation of the slogan “belief aims at truth” where it’s plausible that belief does aim 
at truth (see Chan 2013), my attitude toward the proposition that Jones did it does aim at 
truth. Again, I want to know who killed Smith, and I wind up concluding that Jones did 
it because I think the proposition that she did it is 1,000 times more likely to be true than 
the proposition that Yost did it, 1,000 times more likely to be true than the proposition 
that Rubio did it, and so on, for every other proposition that I count as a possible answer 
to my question. Randy’s attitude toward the proposition that Jones did it “aims at truth,” 

                                                             
8 Here it’s worth noting that, on the theories of belief defended by Ganson (2008), Fantl and McGrath (2009), 
Sosa (2010), Weatherson (2012), Ross and Schroeder (2014), and Locke (2014)—to name just a few—I clearly 
count as believing that Jones did it.     
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in whatever sense belief aims at truth, since his attitude is a belief. But Randy’s attitude 
rests on his judgment that the proposition that Jones did it is 36 times more likely to be 
true than what he counts as the other possible answers to our question, whereas my 
attitude toward the proposition that Jones did it rests on my judgment that it’s 1,000 
times more likely to be true than what I count as the other possible answers to our 
question. And while I arrived at my affirmative attitude toward the proposition that 
Jones did by relying solely on evidential considerations, Randy was influenced by 
practical considerations. He couldn’t manage the requisite reasoning without ruling out 
possibilities—without becoming literally certain (for example) that Yost didn’t do it. This 
was why I had credence 0.00009 in the proposition that Yost did it, credence 0.00009 in 
the proposition that Rubio did it, etc., while Randy wound up with credence 0 in these 
propositions. Given the stipulated details of the case, if Randy’s attitude toward the 
proposition that Jones did it “aims at truth,” in whatever way belief aims at truth, then 
surely mine does too.  

So it seems intuitively correct that I believe that Jones did it, and there seems no solid 
theoretical basis for thinking otherwise. But my credence that Jones did it is just 0.1. It’s 
1,000 times higher than my credence that Yost did it, 1,000 times higher than my 
credence that Rubio did it, and so on, for the rest of the possible murderers. But it’s still 
well below 0.5. So even if Sosa’s view is mistaken and belief isn’t the disposition to judge, 
belief seems consistent with credences well bellow 0.5. And this means we can’t avoid a 
choice between rejecting Sosa’s theory of knowledge, accepting irrationalism, and 
accepting improbablism by simply rejecting Sosa’s theory of belief.9  

6. Rejecting Sosa’s Theory of Knowledge? 

Can we avoid accepting either irrationalism or improbabilism by rejecting Sosa’s theory 
of knowledge, then? We can’t. For as I indicated above, there is nothing special about 
Sosa’s theory of knowledge vis-à-vis irrationalism and improbabilism.  

What factors make the difference between knowledge and mere true belief? 
Epistemologists have given many different answers, but Jerry’s belief that p scores at 
least as well as Tom’s in terms of virtually all of them. By hypothesis, Tom’s ideal 
credence in p is exactly K, Jerry’s ideal credence in p is also exactly K, and Jerry is identical 
to Tom in every epistemically relevant respect except that his credence in p is K – n while 
                                                             
9 I’m not the first to arrive at the conclusion that it’s possible to believe that p while having a credence in p 
below 0.5. For other examples, see Swinburne 1983, Kaplan 1995, Melnyk 1997, Turri 2015, and Hawthorne, 
Rothschild and Spectre 2016. Note also that Turri, Rose, and Buckwalter’s (forthcoming) empirical study on 
doxastic voluntarism contains evidence that, on the commonsense/folk-psychological conception of belief, it’s 
possible to believe that p while having a credence in p below 0.5. 
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Tom’s credence in p is K + n. So consider the claims below and ask whether they are 
consistent with the stipulated details of Sosa’s case. 

Evidence: Jerry’s evidence for p is at least as strong as Tom’s evidence for p.  

Evidential Fit: Jerry’s belief that p fits his evidence at least as well as Tom’s 
belief that p fits his evidence.   

Reliability: Jerry’s belief that p is the product of a process that’s at least as 
reliable as the process responsible for Tom’s belief that p.  

Competence: Jerry’s belief that p is at least as much the product of an intellectual 
competence as Tom’s belief that p.  

Attributablility: Jerry’s success at arriving at the true belief that p (rather than the 
false belief that ¬p or no belief about p at all) is at least as attributable to his 
intellectual competence as Tom’s success at arriving at the true belief that p.   

Proper Functioning: The cognitive faculties responsible for Jerry’s belief that p 
are functioning at least as properly as the cognitive faculties responsible for 
Tom’s belief that p. 

Safety/Sensitivity: The nearest worlds where Jerry believes that p and p is false 
are at least as distant as the nearest worlds where Tom believes that p and p is 
false. 

Reasons: Jerry’s reasons for believing that p come at least as close as Tom’s 
reasons for believing that p to ruling out every possibility in which p is false.  

Defeaters: There is no truth unknown to Jerry that would undermine or rebut 
his belief in p if there is no truth unknown to Tom that would undermine or 
rebut his belief in p. 

Actionability: Tom and Jerry have exactly the same relevant evidence and values, 
and they are in exactly the same practical situation, so that Jerry can rationally act 
as if p if Tom can. 

We’ve already seen that, in Sosa’s case, Jerry’s belief that p scores at least as well as Tom’s 
in terms of competence and attributablility, so the fourth and fifth claims above are both 
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true.10 And so far as I can tell, the rest of these claims are at least consistent with the details 
of Sosa’s case, if they aren’t straightforwardly entailed by them. If the rest of these claims 
are consistent with the details of Sosa’s case, however, then there is no reason why 
Jerry’s belief that p must score worse than Tom’s belief that p in terms of evidence, 
evidential fit, reliability, competence, attributablility, proper functioning, safety, 
sensitivity, reasons, defeaters, or actionability.11 And this is true even though Jerry’s 
credence in p is K – n while Tom’s credence in p is K + n. But this means we can fill in 
the details of Sosa’s case so that Jerry is closer than Tom to not knowing that p even 
though his belief scores at least as well as Tom’s in terms of basically any condition that’s 
plausibly necessary for turning true belief into knowledge. So, for all the most plausible 
theories of knowledge, we can reason as follows:  Either Dependence is true, or it’s false. If it’s 
false, then Sosa’s case is a counterexample to the theory of knowledge in question. If it’s true, then either 
irrationalism or improbabilism is true. Thus, either irrationalism is true, improbabilism is true, or the 
theory of knowledge in question is false. But this means that all the most plausible theories of 
knowledge face exactly the same challenge as Sosa’s theory of knowledge. Sosa’s case 
threatens every theory of knowledge, if irrationalism and improbabilism are both 
implausible.  

7. Improbable Knowledge 

How should we respond to this challenge? Instead of accepting either irrationalism or 
improbabilism, we might concede that Sosa’s case is a counterexample to all the most 
plausible theories of knowledge, conclude that there is therefore no satisfactory theory of 
knowledge, and then maintain (without the help of any theory of knowledge) that 
irrationalism and improbabilism are both false. Or we might respond to Sosa’s case by 
adding a necessary condition to our favorite theory of knowledge. If we like Sosa’s 
version of virtue epistemology, for example, we might say that knowledge isn’t just apt 
belief but highly confident apt belief. This second response seems about as philosophically 
satisfying as responding to Gettier’s counterexamples by saying that knowledge is 
justified true belief outside Gettier cases. And in any case, it shares a drawback with the first.  

                                                             
10 This is what our conclusion that Jerry’s belief is at least as apt as Tom’s amounts to, and of course, this 
conclusion applies equally well to other attributor versions of virtue epistemology, like Riggs’ (2009) and 
Greco’s (2010).  
11 Contextualism, it’s worth noting, isn’t a theory of knowledge but a theory about the word ‘knows.’ And in 
any case, we can stipulate that Tom and Jerry are in exactly the same conversational context, so that Tom 
would semantically express a true proposition by uttering the sentence ‘I know that p’ only if Jerry would also 
semantically express a true proposition by uttering the sentence ‘I know that p.’  
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Both responses require rejecting Dependence, since belief seems consistent with 
credences well below 0.5, and if belief is consistent with credences well below 0.5, then 
Dependence entails that either irrationalism or improbablism is true. If Dependence is 
false, however, then there’s some direct relationship between knowledge and confidence 
that doesn’t go through the relationship between knowledge and belief. So if 
Dependence is false, your knowing that p entails that you believe that p, and quite 
independently of your belief that p, your knowing that p also entails that you are 
sufficiently confident in p. But now the sufficient confidence condition on knowledge 
looks like a kind of metaphysical parasite. On this view, being sufficiently confident in p 
is necessary for knowing that p, but not because it’s necessary for believing that p, or 
necessary for any other property that your belief must have in order to count as an 
instance of knowledge. Instead it’s just hanging there, as an essential part of knowing 
that p, for some reason that’s hard to see. Since I find this view considerably less 
attractive than the view we get from Dependence—which traces the relationship 
between knowledge and credence back to the relationship that surely already exists 
between belief and credence—and since I’m sanguine about our prospects for giving a 
satisfying analysis of knowledge anyway, I would much rather accept either irrationalism 
or improbablism than respond to Sosa’s case by rejecting Dependence. So I think 
reflection on Sosa’s case forces a choice between accepting irrationalism and accepting 
improbabilism.  

Which is the better option, then? Should I accept irrationalism or improbablism? Here 
it’s hard to say, but I prefer the latter. First, I balk at the idea that you might know that p 
while being epistemically irrational in virtue of one of your doxastic attitudes toward p. 
I’m an externalist in the sense that I reject awareness requirements on knowledge (cf. 
Bergmann 2006), but I’m sufficiently internalist to think knowing that p rules out being 
epistemically irrational in virtue of one of your doxastic attitudes toward p. So I find 
irrationalism implausible. And second, I don’t find improbablism implausible. 
Improbablism is true if there is a single case where you know that p, your credence in p is 
below 0.5, and the epistemic probability of p is also below 0.5. So suppose this can’t 
happen unless (a) you’re trying to answer some wh-question (who killed Smith, which is 
the correct answer to this Trivial Pursuit question, what’s causing global warming, etc.), (b) 
p is a candidate answer to this question, and (c) p has an epistemic probability that’s much 
higher than the epistemic probabilities of every other candidate answer to your question. 
Given this supposition, if you have improbable knowledge that p, there will be an 
important sense in which p isn’t at all improbable: it will be highly probable relative to 
every other possible answer to your question. Of course, there will also be a sense in 
which p isn’t probable. Its epistemic probability will be lower than the epistemic 
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probability of ¬p. But given our supposition, if you have improbable knowledge that p, 
then ¬p won’t be a one of the candidate answers to your question. (That Jones didn’t kill 
Smith would just leave you wondering who did, that Truman wasn’t the 33rd president of 
the United States isn’t one of the options on the Trivial Pursuit card, etc.) Given our 
supposition, if you have improbable knowledge that p, the sense in which p is highly 
probable will often be much more important than the sense in which p isn’t probable. So 
there’s a plausible view on which, if you have improbable knowledge that p, then p won’t 
be improbable in the sense your really care about. Given this, and since I want my theory 
of knowledge to track the things we care about, I’m pretty comfortable accepting 
improbablism. At the very least, I think improbablism is better than the alternatives.  

8. A Puzzle and its Solution 

Sosa’s case highlights tension between the value of knowledge and the threshold view of 
belief, but it does a whole lot more. If it’s possible to believe that p while having a 
credence in p below 0.5 and Dependence is false, then Sosa’s case is a counterexample to 
all of the most plausible theories of knowledge, including Sosa’s. On the other hand, if 
it’s possible to believe that p while having a credence in p below 0.5 and Dependence is 
true, then it’s possible to know that p while having a credence in p below 0.5. There seem 
clear cases of belief combined with credences below 0.5, and the theoretical reasons for 
doubting our intuitions about these cases aren’t convincing, so it’s implausible that belief 
requires a credence greater than 0.5. But this means that, in order to avoid embracing an 
implausible view of belief, we must conclude that Sosa’s case is a counterexample to all 
of the most plausible theories of knowledge unless it’s possible to know that p while having a 
credence in p below 0.5. Since most epistemologists assume that it’s not possible to know that 
p while having a credence in p below 0.5, reflection on Sosa’s case reveals a tension 
between all of the most plausible theories of knowledge and a widespread assumption in 
epistemology. I don’t see any wholly satisfying way of resolving this tension, so I think 
Sosa’s case presents us with a genuine puzzle. But I think accepting improbablism is the 
best way to resolve this tension, so I think Sosa’s case ultimately supports improbabilism. 
Either way—whatever we want to say about improbablism—Sosa’s case does a lot more 
than cause trouble for the threshold view of belief.  
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